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ABSTRACT 
This paper describes the Mobile Ad-hoc Networking Interoperability and Cooperation (MANIAC) 
Challenge, a competition in mobile ad-hoc networks (MANETs). The primary objective of the 
competition was to assess the tradeoffs between network-wide connectivity and resource utilization in a 
MANET comprising autonomous, self-interested nodes. The competition attracted participants from 
academic institutions in the US, Europe, and Africa. The data collected provides a better understanding of 
link stability, route effectiveness, cooperation, and competition in an autonomously-deployed MANET. 
 

INTRODUCTION AND MOTIVATION 
The incredible volume of published research on mobile ad hoc networks has primarily relied on 
simulation; [1] points out that over 75% of papers published in ACM MobiHoc, a leading conference in 
the area, use simulation to assess performance of proposed ad hoc networking protocols and mechanisms. 
While simulation is a valuable, even indispensable, tool for performance evaluation, there are well known 
issues with repeatability, realism of assumptions, and statistical significance of reported results, as pointed 
out by [1,2], among others. Meanwhile, MANET deployments have so far been restricted to tightly 
controlled environments, such as military and academic research testbeds. This has led to uncertainty as 
to whether a large-scale distributed ad hoc network created with hardware and software from many 
different vendors and controlled by many different administrative entities is even viable. The emergence 
of software-defined radios and, eventually, cognitive radios, may bring efficiencies in the use of spectrum 
and ultimately yield greater throughput, but the use of such radios in an ad hoc environment makes the 
following question all the more pressing: How can interoperability and cooperation among nodes in the 
network be assured? This, broadly stated, is the question that the Mobile Ad hoc Networking 
Interoperability and Cooperation (MANIAC) Challenge sought to address. 
 
We were inspired by open competitions in other engineering fields and interested in how to bring one to 
the networking field. Such contests are particularly popular in the mechanical engineering (e.g., for the 
development of autonomous vehicles and solar-powered vehicles) and software development arenas. In 
creating such a competition we expected both education and research gains. There is empirical evidence 
that such contests energize and motivate strong students and help foster collaboration through building of 
camaraderie (a recent example, in the context of software development in a large course, is discussed in 
[3]). The RoboCup competition [4] provides a blueprint for this sort of open competition: it is held 
annually, with a clearly established and ambitious goal (namely, to develop, by 2050, “a team of fully 
autonomous humanoid robots that can win against the human world soccer champion team”). It also aims 
to advance research in artificial intelligence and robotics. In the past years, it has grown into a worldwide 
event, gained substantial industrial support, and can be said to be self-sustaining. 
 
Our desire to create a wireless networking-based competition led us to create the MANIAC Challenge 
project. The premise of the MANIAC Challenge is to create a MANET where participants choose how 
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they want to participate in the network; in particular, they decide whether to forward packets for their 
neighbors. A participating team earns points when data packets, originated by the competition organizers 
for the teams, are successfully received at one of the team’s nodes and lose points when they forward 
packets for other nodes. In the end, the team with the most points wins. The competition, funded by the 
National Science Foundation, attracted participants from academic institutions in the US, Europe, and 
Africa. This paper summarizes the competition, the results collected, and what we learned from this 
experience.  
 

THE COMPETITION 
The MANIAC Challenge competition, held twice (in 2007 and 2009), attempted to replicate a real ad hoc 
network of autonomous, self-interested mobile nodes where nodes “win” when they successfully receive 
their traffic, but they “lose” when they consume resources to forward traffic for others. To add an element 
of strategy, nodes can vary the amount of resources they dedicate to helping deliver other nodes’ traffic 
and can choose with whom to cooperate and to what degree.  
 
The MANIAC Challenge competition networks comprised two sets of nodes: organizer nodes, controlled 
by us, and participant nodes, controlled by the competition participants. Each competing team was 
composed of two or more members and two laptops. Our goal was for all teams to form one large IEEE 
802.11 ad hoc network over which participants nodes would receive (and forward) data originated by 
organizer nodes. Real-time and non-real-time network traffic was generated by the organizer nodes, with 
participant nodes serving as the destinations and relays for the traffic. Points were awarded when the 
traffic successfully arrived at the destination node. Points were deducted when nodes forwarded traffic, 
mimicking the resource costs of transmitting packets.  
 
Each participating team designed its own forwarding strategy using the MANIAC API, which we 
provided. The API provided the ability to view and forward or drop packets as they passed through a host. 
The job of each participating team was to create a forwarding strategy that would maximize their points 
while having no knowledge other teams’ strategies to accomplish the same goal.  
 
In the end, two winners were determined for each Challenge event: a performance winner based solely on 
the number of points accumulated during the competition, and a design winner that was chosen by the 
organizers based on a qualitative assessment of strategies.  
 

HARDWARE AND SOFTWARE 
In the competition, we strove to introduce as few restrictions as possible to the hardware and software 
adopted by participating nodes in the network. The intention was to make the MANET as realistic as 
possible and to allow broad participation. Each team was composed of two or more people using two 
laptops. The only specified requirements were that the laptops must have IEEE 802.11 network cards and 
run a version of Linux that supported the MANIAC API and our selected network traffic generators.  
 
The MANIAC API was created to allow the participants to view and operate on each packet that passed 
through a node’s networking stack. The API used the NFQUEUE Netfilter library to provide a queue of 
packets to the participant’s strategy application. The API provided the ability to sequentially process the 
packet queue and act on each packet. Possible actions were: (1) to drop the packet, (2) to forward the 
packet based on the node’s routing table, or (3) to forward the packet to a next hop specified by the 
team’s strategy. The version of the MANIAC API adopted for the 2009 competition included an 
additional queue that contained promiscuously “sniffed” packets. This read-only queue allowed each node 
to observe traffic in its immediate vicinity; a team could then devise a participation strategy that took into 
account the recent actions of its neighbors.  
 



Figure 1 shows the flow of information through the MANIAC API. The arrows in this figure denote the 
directional flow of information through the API. The main information flows are:  
1. Routing table information moving from the kernel, collected by polling the NETLINK socket 

interface,  
2. Packets moving from the kernel to the API queue via the NFQUEUE Netfilter library,  
3. The passing of network packets from the API to the strategy,  
4. Per packet actions being passed from the strategy to the API,  
5. The flow of accepted and redirected packets out of the API to a PACKET socket, and  
6. The flow of promiscuous traffic, received by a PACKET socket, to the competitor’s strategy. 
 
We used multiple traffic generators over the course of the MANIAC Challenge to create and analyze real-
time and non-real-time traffic streams. For MANIAC07, we used the D-ITG tool and the live555 media 
streaming tool. We deemed that a better tool was needed for MANIAC09 and created RTGen, a traffic 
generator that can generate, receive, and analyze real-time and non-real-time traffic. Code and 
documentation for the RTGen project is available via GitHub: https://github.com/stuboy/RTGen.  
 
Finally, we used the Naval Research Lab’s version of the OLSR ad hoc network routing protocol to 
maintain the MANET for both MANIAC competitions. An additional tool was created to view the 
MANET created by OLSR [5]. This tool presented a visual representation of the MANET topology to 
help us troubleshoot the network and provided a real time visualization of the network topology while the 
competition was taking place.  
 

COMPETITION PREPARATION 
In preparing for the competition we held a number of “dry runs” to test the software, examine the logistics 
of the competition, and gain some idea of how the network would respond to different participant 
strategies. The first of these practices revealed a new level of challenges associated with logistics of a 
medium-sized MANET. Things as simple as charging laptops become difficult when there are two dozen 
of them. The dry runs proved to be invaluable in helping us understand how MANETs react in large 
spaces, the difficulties of creating a stable, geographically dispersed MANET, and the logistical 
difficulties of deploying, collecting, and administering 20+ laptops.  
 

THE RESULTS 
We group the results of this project into two sets. First we present the outcome of the competition itself, 
including the participants, their strategies, and the winners of the competitions. Then, we present data 
regarding the behavior of the MANETs formed by competition participants.  
 

THE PARTICIPANTS AND STRATEGIES 
We can classify mechanisms to stimulate cooperation and mitigate the effects of selfish decisions by 
nodes in a MANET into two main classes [6]: virtual currency systems and reputation-based systems. In 
virtual currency systems, each node receives a virtual payment for providing packet-forwarding services 
in the network; the node can in turn use this virtual currency to compensate other nodes for their services. 
In reputation systems, nodes in the network collect information about one another’s behavior and use this 
information to assign a reputation indicator to each other node in the network. A node’s view of another’s 
reputation determines how the two nodes will interact. An example of a virtual currency system is [7], 
while [8] is an example of a reputation-based system. 
 
Several of the participating teams in the MANIAC Challenge developed simple reputation-based 
mechanisms as their cooperation strategy [9]. These teams relied on the MANIAC API to monitor their 
neighbors and collect information about their behavior (in particular, how often those neighbors 
forwarded packets for others).  



 
For example, in MANIAC09, a team from the Free University of Berlin proposed a strategy called 
“Friendly Clustering” [10]. In this strategy, nodes were categorized as cooperative or non-cooperative 
based on their observed behavior. Nodes maintained their own routing table, built based on their analysis 
of the OLSR Hello messages. The routing table stored the IP addresses of all neighbors and their 
respective neighbors. The team used this table to forward packets over different routes than those 
determined by OLSR. Also, the team’s two nodes periodically exchanged routing tables and cooperation 
scores for the other nodes in the network with each other.  
 
Another team, from the University of Napoli Federico II, Italy, applied a diversity paradigm where each 
of the team’s nodes adopted a different strategy [11]. The first player, called “the free rider,” implemented 
an always-drop strategy. The other player, called “the turncoat,” forwarded according to a simple tit-for-
tat with forgiveness strategy. The two nodes colluded to enable the free rider to benefit from network 
nodes that do not adopt retaliation-based strategies, while the turncoat established a positive rapport with 
nodes implementing retaliation-based strategies.  
 
A different approach adopted by some teams in the MANIAC competition relied on restricting the 
broadcast of the routing protocol control packets [12]. By doing this, a team could include or exclude 
itself from the routing table of other nodes. The team from the Technical University of Kosice adopted a 
strategy that relied on providing forwarding service for nodes that could only connect to the rest of the 
network through them. The team hid from the remainder of the nodes in the network by capturing, 
modifying, and resending the OLSR Hello messages to a set of preselected nodes. Only these nodes could 
directly send packets to this team.  
 
Figure 2 shows some pictures from the MANIAC Challenge competitions including participants from the 
first and second competitions and a photo of the MANET topology during the first competition, as 
provided by [5].  
 

IMPACT OF STRATEGIES 
There were two ways competitors could impact the network. The first was to move and change the 
topology of the network. This ultimately affected traffic flow. The second was to drop or redirect traffic 
on the network as it flowed through their nodes. As the organizers of the competition, we were interested 
in metrics that would show the effects of both mobility and node strategy. To enable us to study these 
effects, we logged packets as they flowed through each participating node and the strategy-enacted action 
on each packet. To evaluate this information, we compiled data on the total number of packets seen by a 
host and the number of packets dropped by each host across all three competition runs of the second 
MANIAC Challenge.  
 
The first dataset, the total number of packets seen by each host, suggests the node’s location in the 
network topology. Nodes physically located near the center of the topology will process more packets 
than those residing on the periphery. When sorted by destination address, the resulting data shows exactly 
how many nodes each node could have had an impact on. When grouped by the address of the previous 
hop, the data shows the level of interaction between neighbors in the network.  
 
The second dataset, the number of dropped packets, indicates the participation behavior of the nodes in 
the network. We grouped this data in different ways in an attempt to identify trends in node behavior and 
participant decision making,for instance whether teams were inclined to drop packets based on the 
destination of the packet, or on the node that forwarded the packet to them. Table 1 shows the number of 
dropped packets, grouped by the destination address of the packet. Team affiliations are indicated by the 
groups of gray cells; for example nodes 50 and 51 were on the same team. Empty cells in the table 
indicate that no traffic was logged by that node for the given destination node.  



 
Data relevant to these metrics support a few conclusions. First, individual node behavior does affect the 
larger network, as shown by the dropped packet results. Second, node behavior varied little over time in 
our experiments, as shown by the large number of 0% and 100% packet drop rates. Third, traffic flows 
only traverse a subset of the network nodes, thus limiting the effect of some strategies in the network; a 
strategy can only affect the network when there is traffic to impact. Finally, participants in the 
competition adopted mostly selfish behaviors, indicated by most nodes dropping 100% of non-
teammates’ packets. A more extensive discussion and complete data presentation are available in [13]. 
 

Table 1.Percentage of dropped packets, grouped by dropping node and destination address. 
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Destination Node 
50 51 52 53 54 55 56 57 58 59 60 61 62 63 64 65 

50 0 0 0 
51 0 
52 0 
53 
54 100 0 100 100 
55 100 0 100 40 100 100 
56 100 0 100 
57 100 100 100 100 0 100 
58 100 0 
59 100 100 100 100 100 100 0 0 100 
60 
61 
62 0 0 0 0 83 0 38 82 38 32 0 0 75 
63 0 0 
64 100 0 
65 100 100 100 100 100 100 0 0 

 
MANIAC AND MANET SIMULATION 

Most research on MANETs still relies primarily on simulation, due to the difficulties of establishing a 
tractable mathematical model for the network and the cost and logistics involved in running large 
implementation-based experiments. The MANIAC Challenge afforded a unique opportunity to observe an 
ad hoc network where nodes had the autonomy to modify their routing and forwarding strategies, and to 
compare the observed behavior to that predicted by simulation. 
 
For this comparison we simulated a MANET using OMNET++, mimicking the environment in which the 
MANIAC Challenge took place, reflecting the area covered during the experiment, the number of nodes, 
the routing protocol, mobility speeds, etc. In this simulation, we utilized assumptions widely adopted in 
the literature on MANETs, including the unit disk model of wireless connectivity and the random 
waypoint model of mobility. One of the objectives of the comparison between simulated and 
experimental results was to provide rough validation for these simplifying assumptions. 
 
We obtained a histogram of node degree distribution from the routing tables collected during the 
MANIAC Challenge, sampled at 1-sec intervals, and compared it to the distribution resulting from the 
simulation. We used the Kolmogorov-Smirnov statistical test to examine whether the experimental and 



the simulation data on node degree could be drawn from the same distribution. The test was accepted for 
both instances of the competition with a 95% significance level, when the simulated communications 
range was set between 37 and 54 m. 
 
We also examined the effect of node mobility on link stability, quantifying the latter according to the 
frequency with which a link switched from being up to being down. At the node speeds such as observed 
in the MANIAC experiments, below 2 m/s, simulation significantly overestimates link stability. In other 
words, the routing layer detects link drops much more frequently than would be expected in simulation, 
indicating the failure of the unit disk model combined with the random waypoint model to reflect the 
dynamicity of the wireless environment experienced in a MANET.  
 
Finally, in the MANIAC experiments we observed high degree of link asymmetry, which in turn had a 
negative impact on the accuracy of routing tables maintained at each node. These effects are not captured 
by simulation using the unit disk model of connectivity, which by definition assumes all links to be 
symmetric. 
 

MANET ANALYSIS 
The final area of analysis and results that came from the MANIAC Challenge data was the evaluation of 
proactive MANET routing protocols beyond the traditional TCP throughput, round-trip time, and packet 
drop rate metrics. Specifically, we were interested in how well OLSR found and maintained routes in the 
MANETs. To do this we started by compiling and processing the routing table logs from the 
competitions. These logs contain snapshots of the routing table and were updated every second. We were 
specifically interested in how closely the routing protocol tracked the network topology and correctly 
reported routes and hop counts.  
 
First we compiled the set of routing table logs from all of the nodes in the network. Next we used the 
compiled data to create a map of the network. This map was similar to a network topology, but cannot 
formally be called a topology map because it was not a layer 2 view of the network. The one-hop route 
picture did give us an accurate picture of where data could flow across the network at any specific point 
in time. Using this, we assessed how closely the individual nodes’ routing information for routes greater 
than one hop reflected the actual network map. For each time instance we checked all source-destination 
node combinations for the entire network. The possible outcomes were:   
• A route was reported and a path existed (correct operation),  
• A route was reported, but a path did not exist, 
• A route was not reported, but a path did exist, or  
• A route was not reported and a path did not exist (correct operation). 
 
The prevalence of these different scenarios in the competitions is shown in Table 2. This table shows the 
percentage of each scenario type that existed during each of the three individual runs of each of the two 
competitions. Aggregate averages and an overall average are also included.  
 

Table 2. Percentages of each route existence type. 

Competition Test Path exists 
Route exists

Path exists 
No route 

No path 
Route exists

No path 
No route 

2007 1 91.3 1.2 1.5 5.9 
2007 2 87.4 1.2 2 9.3 
2007 3 85.8 1.4 2.1 10.7 
2007 Avg. 88.2 1.3 1.9 8.6 
2009 1 67.1 1.5 2.4 29 



2009 2 86.3 1.8 1 10.9 
2009 3 77.6 2.1 1.3 18.9 
2009 Avg. 77 1.8 1.6 19.6 
All Avg. 82.6 1.5 1.7 14.1 

 
In [13] we further detail these categories and present results on the presence and duration of each type 
during the MANIAC Challenge. We also analyze the reported routes and determine the extent to which 
correct information about the route is available. Overall, the results show that the OLSR routing protocol 
behaves as expected over 95% of the time, but does have short time periods (less than 10 seconds at a 
time) when erroneous routing information is available at individual nodes. 
 

IN RETROSPECT 
Looking back we believe the MANIAC Challenge was a resounding success. Not only did it help us 
further our own research, but it created opportunities for others to conduct their own research. The major 
contributions of this work include two international networking competitions, a large amount of publicly-
available, experimental MANET routing data published via the CRAWDAD Project [14], multiple peer-
reviewed publications, demonstrations at Infocom and Mobicom, a study of MANET routing behavior, a 
study of experimental MANET behavior versus simulated MANET behavior, and research experience for 
graduate and undergraduate students.  
 
In addition to research contributions, we offer the following observations for those interested in 
experimental MANET work and competitions. Consistent with most experimental work, the most 
difficult parts of the project were unrelated to the topic of interest, but were in the areas of 
implementation and logistics. The first challenging task was the creation of the MANIAC API. While 
Linux is an open-source operating system, we attempted to modify standardized behavior of the 
networking stack in a portable manner, a task that the Linux OS was not really designed to support. The 
Netfilter NFQUEUE library provided most of the desired functionality in a user-space package.  
 
An ongoing challenge was simple logistics. Electrical power, people, and system administration were 
challenging during the testing phase of the project as well as the competition itself. At times the 
computers outnumbered the researchers by 3 or 4 to 1. Well-designed scripts helped, but to a limited 
degree. The primary hindrance was in network administration due to frequent network changes. During 
our preliminary testing, finding a location that was large enough to create an “interesting” network 
topology was challenging. We required enough two-dimensional space to separate at least a dozen nodes 
in order to form a reasonable multi-hop MANET to test the API and some basic strategies to ensure that 
the competition would execute as desired. (We ended up conducting our testing in the basketball coliseum 
at Virginia Tech.)  
 
Finally, collecting and processing the data from the test and competition experiments was a small 
challenge. During the first competition, IEEE 802.11b was the primary communication option and it 
proved too slow to quickly transfer our large data files. As a result USB “thumb” drives were used 
instead. Looking back, we realize why relatively few researchers attempt experimental work in this 
domain; looking forward, we are interested in what we can do to help.  
 

FUTURE WORK 
Unfortunately, the resources to administer and run another MANIAC Challenge competition are not 
available. If somehow possible, there are a few small items that would enhance the experience. With 
regard to the software and hardware of the competition, we would create a better log processing script for 
the RTGen log files. Beyond this, we would encourage participants to get involved earlier. Because we 



were troubleshooting and creating some of the software prior to the first two competitions, the 
participants had a limited amount of time to prepare and test their strategies.  
 
A major area of future work is the need for support for experimental, middle-stack (layers 3 and 4) 
wireless networking research. Creating the MANIAC API without modifying the Linux kernel was a 
difficult task. The complexities of the Linux kernel caused us to create a solution that worked, but it was 
not elegant. This difficulty has motivated a subset of our group to initiate the Flexible Internetworking 
Stack (FINS) Framework project [15], also funded by the National Science Foundation. Please see the 
project website for more details: http://www.finsframework.org.  
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Figure 1.MANIAC API Information Flow Diagram 

  



 
 
Figure 2. At the MANIAC Challenge: (clockwise from top) participating teams at the start of the 2007 competition; 
participants searching for optimal placement during the 2009 competition; monitoring the network topology during 

the 2007 competition. [Photo credits: Eileen Baumann and Michael Thompson] 

 


