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Abstract

In the near future, dialup connections will remain as one of the most popular methods of remote access
to the Internet as well as to enterprise networks. The dimensioning of modem pools to support this type
of access is of particular importance to commercial Internet service providers as well as to universities that
maintain their own modem pools to support access by faculty, sta7, and students. The primary contribution
of this paper is to analyze how network administrators may decrease the probability of blocking for access
to the pool by imposing session limits restricting the maximum duration of the online session. Session limits
may provide a viable alternative to improving network performance without necessarily adding capacity to the
pool. Blocking probability is examined under a number of di7erent scenarios to assess potential improvements
in the quality of service by imposing session limitations during peak-period operations.

Scope and purpose

The dimensioning of modem pools to support dialup access by subscribers is an important problem facing
both Internet service providers (ISP) and academic institutions that support this type of access. This paper
focuses on the use of computer simulation to address modem pool performance using blocking probability as
a proxy for level of service during peak periods of operation. The parameter estimates for network tra;c are
based on historical session log data from large university-based ISP. The paper begins with a brief discussion
of tra;c variables and examines the underlying distributions associated with each variable. A simulation
model is constructed using OPNET Technologies network modeling tool, OPNET ModelerTM. The results of
the various simulations are presented and discussed in detail.
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Long-range capacity planning in dialup environments is critical despite the fact that network-related research
has shifted away from dialup issues and focused on more cutting-edge issues. Although dialup network access
remains the most heavily utilized consumer-based access method in the world, few providers seem to be
considering issues such as the level of service provided to customers and how they may be able to improve
service. We examine the issue of service quality in terms of the probability of blocking. Once a benchmark
blocking probability is calculated for the modem pool, we investigate how the implementation of innovative
management strategies, such as imposing session limits, may impact blocking vs. the traditional approach of
simply adding capacity. The paper seeks to provide readers with some indication as to the level of service
associated with various user-to-modem ratios and how di7erent combinations of session limits and capacity
may improve service.
? 2003 Elsevier Science Ltd. All rights reserved.
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1. Introduction

As Internet usage continues to grow, the demand for fast, reliable service also grows. In spite of
the introduction of new network access technologies such as Asymmetric Digital Subscriber Line
(ADSL), hybrid Cber coax (HFC) and broadband wireless, traditional analog modems remain a
popular and viable alternative for online access. Most service providers support the vast majority of
their customer base using analog modems [1,2]. The reliance on analog modems to service various
customers is not expected to decrease signiCcantly over the next several years and analog modems
may continue to be widely utilized for years to come.

Administering a modem pool has become more di;cult as the number of Internet users has
grown and customer usage patterns have changed over time. Rapidly increasing subscriber bases,
data intensive applications (such as streaming audio and video), heavy Web browsing, and large
Cle downloads require signiCcant resources and may tax existing network bandwidth. Reliability
and quality of service are becoming signiCcant issues for service providers across the country.
Long-range capacity planning has become an increasingly essential part of successfully managing a
modem service, since pricing, reliability, and service quality issues are directly related to customer
usage patterns. As the nature of providing reliable modem-based services changes, the need for
long-range planning increases.

While the need for increased planning is clear, given the lack of directly related literature, there
seems to be little indication that commercial ISPs or university service providers have taken the
necessary steps to adequately research tra;c patterns and quality of service issues related to dialup
network access. Based on several well-publicized service failures associated with large ISPs in the
United States, the management of modem pools appears to be largely reactionary. Considering the
dynamic nature of the Internet, it is reasonable to assume that additional service crises may be
imminent in the future. This may be particularly true for smaller providers that cannot a7ord to
simply purchase additional modems when the quality of service begins to deteriorate.

The communications network service (CNS) of Virginia Tech is used as the basis for this study.
All data and model parameter estimates were obtained through an analysis of CNS modem pool data.
CNS currently operates and maintains a modem pool to service Virginia Tech a;liates. Although
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other Internet services are available through a myriad of private providers, the CNS modem pool
has traditionally provided reliable quality service for a reasonable price and therefore remains a
popular service alternative. Over the past decade, modem pool activity has increased noticeably.
During the 1998–1999 academic year, the Virginia Tech modem pool (VTMP) serviced roughly
10,000 customers. Prior to the 1998/1999 school year, the customer base had been growing at an
annual rate of somewhere between 10 to 20 percent [3]. CNS has experienced increased congestion
within the pool during speciCc time periods, despite the fact that the customer base has remained
relatively stable over the past 2 years. The peak period of activity runs roughly from 6:00 PM to
11:00 PM. To continue to provide a quality service, CNS is considering several usage policies aimed
at reducing modem pool congestion during peak periods. At the time of writing, no formal analysis
had been conducted to determine how implementing various business rules might impact congestion.

To obtain a better idea of performance and tra;c issues, CNS conducted a study aimed at char-
acterizing key metrics of user behavior during the summer of 1999. The study focused on Ctting a
probability distribution to service time and interarrival time data, performing several statistical tests
on the data, and examining summary statistics for the data sets. Due to software constraints, CNS
collects only base data for successful modem pool connections. There are no records for unsuc-
cessful connection attempts. The Celds for these data include begin-session timestamp, end-session
timestamp, type of session, user ID, line number, server IP, and date. CNS does not have access to
information related to the number of blocked calls; such information is the property of Verizon [3].
Although CNS can collect utilization statistics on any given day and has some historical information
on service times and interarrival times, it does not have detailed information relating to the level of
service or the number of busy signals during a given time period.

To benchmark the performance of the modem pool with respect to blocking probability, a simu-
lation model was created using OPNET Technologies network simulation tool, OPNET ModelerTM.
Once the model was created a number of simulations were run to examine blocking probabilities
when di7erent business rules were implemented and when the number of modems in the pool was
varied. Blocking probability is used as a proxy for the level of service. A high blocking probability
is indicative of a relatively low level of service and vice versa. Innovative management strategies or
business rules are implemented in an attempt to reduce blocking probability to the pool and provide
greater fairness to customers. In the context of this paper, business rules refer to static session limits
where the duration of an individual session is limited to some predetermined time value. Once the
time limit is exceeded, the session is automatically terminated. Management may consider impos-
ing business rules to discourage users from being connected for extended, uninterrupted periods of
time. The purpose of such rules is to prevent users from monopolizing resources and to reduce the
blocking probability. An example of a session limit is to restrict the duration of individual sessions
to a maximum of 2 h during peak times. At the end of the designated time period, the user is
disconnected and must redial to establish a new connection to the pool.

The concept of a business rule is very generic; business rules include any type of pro-active
management strategy designed to achieve a speciCc management objective such as reducing blocking
probability or promoting equitable access to scarce resources. There are many possible types of
business rules that could be employed. Examples might include dynamic sessions limits that are
triggered when some predeCned utilization threshold is exceeded. For example, limiting the session
duration to 30 min when the pool reaches 90 percent of its capacity. Other examples might include
restricting the number of times a customer can log into the pool during a given time period, or even
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imposing some type of priority service based on di7erent subscription prices—customers choose
from di7erent service levels and those who pay higher subscription fees are rewarded with priority
access. In this paper, we examine the impact of static session limits on blocking probability during
the peak period of operation.

This paper describes a research project designed to simulate the performance of the VTMP dur-
ing peak-period operation to evaluate possible upgrades. Three alternatives for reducing blocking
probability during the peak period are examined. The Crst alternative considers how implementing
business rules that limit the duration of a session may impact the blocking probability and subse-
quently the overall performance of the pool. The second alternative considers how adding modems
to the pool may reduce the blocking probability. Finally, a hybrid solution is evaluated to investigate
the e7ectiveness of business rules in conjunction with adding capacity. The paper is structured as
follows.

A brief review of relevant literature is presented in Section 2. The data used in the study are
discussed in Section 3. Characterization of online tra;c is discussed in Section 4. Several statisti-
cal techniques are employed to determine the form of both service and interarrival time variables. The
estimates for mean service and interarrival times are also presented. The simulation model is
described in Section 5. The assumptions associated with the model are discussed in detail along
with potential shortcomings of the model. VeriCcation and validation of the model is then described
in Section 6. The results of the simulations are discussed in Section 7. The Cnal section addresses
the conclusions and provides some suggestions for further research.

2. Relevant literature

A literature review provided little insight into research directly related to modem pool or dialup
performance. It is hypothesized that if such research exists, it is largely proprietary. Although very
little information was found that relates directly to performance analysis for dialup analog modem
pools, there is considerable literature related to teletra;c issues and network performance in general.
Much of this literature is indirectly related to the issues discussed in this paper. A brief review of
some of the relevant literature is provided in this section.

Rickard [2] discusses average dialup service fees in the United States and typical modem to user
ratios. CselLenyi et al. [4] present an experimental system to explore the telecommunication research
issues such as resource allocation and management. Chandra and Eckberg [5] present a statistical
characterization of online service tra;c. Law and Kelton [6] discuss how simulation can be used
to design and analyze communications networks. Iisaku and Urano [7] describe several capacity
assignment strategies for integrated communications systems with heterogeneous tra;c and propose
methods to evaluate performance in terms of blocking probability. De Boer [8] discusses several
methods for approximating the blocking probabilities of overNow tra;c components. Marshall and
Morgan [9] analyze data tra;c on a virtual circuit-switched network at AT& T Bell Laboratories and
report on statistical Cndings related to interarrival times and call lengths for di7erent types of tra;c.
Scavo and Miranda [10] focus on the role of customer behavior in devising strategies to improve
network performance. Pawlita [11] discusses the relevance of tra;c statistics for network modeling,
performance analysis, and network tra;c control. He presents results of tra;c measurements in a
teleprocessing system and discusses the implications of the results. Evers [12] provides results from
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a survey of subscriber behavior including repeated call attempts. Fuchs and Jackson [13] examine
the underlying distributions of random variables for certain computer communication models.

While there is a considerable literature that addresses network performance from a technical or
engineering perspective, there is very little literature that focuses on relevant business issues. For
example, the authors are not aware of any literature that focuses on deCning or meeting customers’
dialup service expectations. Network performance is generally not examined in terms of providing
high-quality services to the customer. For example, the probability of receiving a busy signal when
attempting to connect to a network via a dialup connection is not considered. The tradeo7s between
blocking probability and the customers’ perception of the existing level of service are not examined.
Many service providers advertise speciCc user-to-modem ratios, but do not provide details regarding
what these ratios may mean in terms of service. Finally, there is a dearth of literature that addresses
capacity planning from a cost minimization or a proCt maximization viewpoint.

Although dialup access is still the most prevalent consumer network access technology utilized in
the United States [1,2], there is very little published research that addresses modem pool performance
or capacity planning. In general, issues associated with modem pool performance and the potential
tradeo7s between blocking probability and capacity do not seem to be a priority concern. The focus of
this analysis is on evaluating network performance through the blocking probability and investigating
whether or not performance can be enhanced by implementing speciCc management practices such
as imposing static session limits to the modem pool. Improvements in blocking are also examined
using more traditional techniques such as adding capacity. Finally, performance improvements are
examined in terms of various user-to-modem ratios.

3. Data

Between 1996 and 1999, CNS collected and stored data related to VTMP sessions using the Ter-
minal Access Controller Access Control System (TACACS) access control protocol. 1 The protocol
is used to collect session log data and to perform authorization/authentication of users. CNS stores
modem pool account information relating to the date of each transaction, terminal server ID, line ID,
a unique client ID, and session start and end times. Data were collected 24 hours a day, 7 days a
week. The data were stored as formatted text Cles for individual days. For example, the session log
data Cle for October 1, 1998 begins at 12:00:00 AM and ends at 11:59:59 PM. There may be tens
of thousands of records contained in any one individual daily Cle. The number of records depends
on how busy the system is on any given day.

Session log records are stored on a workstation. Due to the large volume of data, only a couple
of weeks of records are stored on the server at any given time. Historical data are backed up and
stored o7 site on tape. Neither service times nor interarrival times are explicitly deCned by the
TACACS protocol. The fact that TACACS and TACACS+ are not explicitly designed as tra;c
analysis tools greatly contributes to the di;culty and cost associated with this type of analysis.
For the purpose of this study, both service time and interarrival time variables were obtained using
mathematical operations involving connection establishment and tear down timestamps for individual

1 In 1999, CNS deployed a new access control protocol called TACACS+. The format of the session records, the exact
Celds of data stored, and some base functionality di7erences exist between TACACS and TACACS+.
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user ID values. The Crst step in the characterization process included retrieving and formatting the
various data, building data sets to conduct various analyses, and creating speciCc variables within
the given data sets.

The initial data set examined for this research consisted of all daily Cles for October 1998 (October
1–31, 1998) and a number of days during the Crst two weeks of November. It was determined
that October and the Crst several weeks of November were good months to analyze, since they
represent months in the middle of the fall academic semester where no unusual events typically
occur that might bias the analysis (such as exams or a fall break). A Tcl 2 script was written to
convert each user ID to a unique, but untraceable number. 3 Data Cles were further scrubbed of bad
records and transactions that were not needed in the analyses. Once the data Cles were devoid of
unwanted records, the Cles were examined for time concurrency. Several records were identiCed as
being incomplete due to a recurring TACACS log server problem experienced during the month of
October; these records were discarded. Complete Cles were then exported to a PC via FTP as data
Cles. The data Cles were converted to SAS data sets on the PC. There are 25 complete days included
in the analysis—four Sundays, four Mondays, three Tuesdays, three Wednesdays, four Thursdays,
four Fridays, and three Saturdays. Data sets are constructed for each of the 24 hourly time intervals
in a day. For example, the time interval between 1:00:00 AM and 1:59:59 AM, the time interval
between 2:00:00 AM and 2:59:59 AM, and so on. Data sets are also constructed for each of the
days of the week. For example, every Monday, every Tuesday, and so on. Finally, an aggregate data
set including all 25 days and all time periods was also constructed.

4. Tra�c characterization

To accurately model the VTMP, appropriate parameter estimates for the number of servers, the
mean interarrival time, and the mean service time were obtained. Estimates for these parameters
were obtained through a statistical characterization of existing tra;c on the VTMP. The focus of
this particular study is on the peak period. In this case, the peak period is deCned as the continuous
time interval between 6:00 PM and 11:00 PM. The peak period represents a time during which
the pool is the busiest or essentially in equilibrium. The underlying assumption is that whenever a
customer departs the system during the peak period, a new customer immediately arrives into the
system.

A critical Crst step in characterizing network tra;c was determining the underlying distribution of
both the service time and interarrival time variables. It is relevant to note that blocking probability
is free of the service time distribution in analytical queueing models. For example, the blocking
probability associated with M/M/m/m systems turns out to be the same as the blocking probability for
M/G/m/m systems—delay depends only on the mean service time not the underlying distribution of
the service time. This is also true for other systems where there is no queueing, such as M/M/inCnity
systems. However, traditional assumptions used to derive results in queueing theory may be violated

2 Tcl (tool command language) pronounced “tickle” is more like a scripting language than a programming language,
so it shares a greater similarity to the C shell or Perl than it does to C++ or C.

3 Personal ID’s were converted to a numeric value to protect and honor the privacy of VTMP customers. There has
been no attempt to identify the behavior or usage patterns associated with any particular customer.
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when “business rules” such as those described above are adopted. In such cases, simulation provides
a suitable solution methodology. Since simulation is used, it is necessary to verify the service
distribution (equivalently, the probability distribution of the duration of a connection) to accurately
model the service process. A number of authors [14–16] identify the service time distribution as an
important element of a queueing system that must be known.

Several commonly used statistical procedures were employed in the analysis to determine the
underlying distributions for both tra;c variables. The analysis tool utilized in this research was SAS
8.1. First, histograms were constructed for the various data sets. In general, the histograms revealed
a basic exponential form for both variables over each of the hourly time intervals as well as for the
aggregate data sets. Second, goodness-of-Ct tests were performed for all data sets. The underlying
hypothesis was that both variables would follow an exponential distribution over the hourly data
sets. The aggregate data sets (days of the week and entire data set) were not expected to follow
an exponential distribution for either variable, as both the mean service time and mean interarrival
time were expected to change over time. In all cases, the null hypothesis was rejected—neither the
service timer or the interarrival time variables followed an exponential or Weibull distribution within
the hourly time intervals. It is important to note that in cases where the sample size is large, the
goodness-of-Ct test will almost always reject H0, since H0 is virtually never exactly true. Even a
minute departure from the hypothesized distribution will be detected for a large n [15]. 4 This is an
unfortunate property of the goodness-of-Ct test because it is usually su;cient to have a distribution
that is nearly correct.

It is important to note that the service times and interarrival times do not exactly follow an expo-
nential distribution, although the basic form of both variables is exponential. The empirical data have
a positive skew and have fatter tails than exponentially distributed data. The number of long sessions
will therefore be understated in the model. However, it is reasonable to approximate the data using
an exponential distribution for both variables based on previous research. It is a common teletra;c
engineering practice to use the exponential distribution as an approximation for both service times
and interarrival times in cases where the data have an exponential form, but do not truly follow
an exponential distribution [17,14,18–21,16]. Exact characterization of network tra;c distributions
is an area of ongoing research, and can be a complex, time consuming undertaking that is likely
to be considered standalone research. It is often the case that teletra;c data follow uncharacterized
Erlang-k, k-stage hyperexponential or other type of mixture distribution. The justiCcation for using
the exponential distribution as a reasonable approximation for both service and interarrival times is
largely based on the di;culty associated with accurately characterizing complex empirical mixture
distributions [22–25]. Although both arrivals and service times might not exactly follow an expo-
nential distribution, the exponential assumption for both variables is considered to be a reasonable
Crst-order approximation of network tra;c in the pool.

The second step in the characterization process involved the collection of summary statistics such
as the mean, median, and variance of the tra;c variables. The statistics of most interest were
the mean peak hour service times and interarrival times. The mean peak-period service time was
approximately 1500 s (25 min). The mean peak-period interarrival time was 0:75 s. By taking the
inverse of the interarrival time, we can estimate the interarrival rate—calls arrive at a rate of 1.33

4 The individual daily data sets used in this study contained tens of thousands of records.
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calls/s. For the purpose of this analysis, the number of modems contained in the pool is approximately
1100, which constitutes a user-to-modem ration of about 9:1.

5. Simulation model

The primary beneCt of building a simulation model to analyze the operation of a modem pool is
to provide some quantitative evidence in determining whether or not instituting static session limits
is an e7ective means of decreasing the blocking probability. Although it is possible to construct
an M/M/m/m analytical queuing model to determine blocking probabilities for di7erent parameter
values, such as the number of modems, interarrival times, and service times, analyzing the impact
of various business rules on blocking probability greatly complicates the analytical queuing model.
It may also not be feasible for service providers to implement various session limits to observe
the impact on blocking. This approach would cause a disruption in service that could critically
impact customer satisfaction. Simulation allows one to examine a number of hypothetical scenarios
by imposing speciCc session limits and examining the impacts in terms of blocking probability. In
short, a system that may be too complex to model analytically may be modeled using simulation
[15]. Furthermore, once the base simulation model is constructed, a number of di7erent “what if”
scenarios can be examined rather easily. Relationships between di7erent tra;c parameters, di7erent
user-to-modem ratios, and di7erent types of business rules can also be examined.

The use of this particular simulation model is justiCed because it allows for a fairly realistic por-
trayal of customer behavior. By using tra;c parameters that are estimated based on data from actual
session log records, the authors have modeled service time and interarrival time in a reasonably
accurate manner (for a Cnite time period). The model also accounts for the probability of immediate
redial in cases where a session is prematurely truncated due to session limits. The impacts associated
with immediate redials in cases where initial calls to the pool are blocked are accounted for in the
interarrival time estimate itself but are not explicitly discussed. The M/M/m/m queuing model was
used as the basis for the simulations because it represents a Cnite number of servers operating in a
closed system where both interarrival and service times are exponentially distributed, with arrivals
characterized as a Poisson process. The number of servers in the queue corresponds to the number of
modems in the modem pool. Since no additional queuing resources are available, the total system size
is also equal to the number of modems. A diagram of the basic queuing model is presented in Fig. 1.

OPNET ModelerTM is primarily meant for modeling packet switching networks. 5 In our case,
it was determined that call duration would be best modeled by individual packets. By setting the
service rate parameter in the queue module to 1 bit=s and by generating a packet with a length of
100 bits, it is possible to model a dialup session 100 s in duration. Although a processing rate of

Source SinkQueue

Fig. 1. Overview of M/M/m/m Node Model.

5 OPNET Modeler version 7.0 contains some support for circuit switching.
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1 bit=s seems counter intuitive, it provided a straightforward technique to model call duration in a
packet switched modeling environment. The service rate of the queue in combination with the packet
size represents the length of each connection as described above. The interarrival time is modeled
using the interarrival time parameter set within the packet generator of the source module.

Another challenge in modeling a modem pool was how to model the session limit business rules.
This challenge was overcome by modifying the process-level code of the basic M/M/m/m queue.
The modiCed queue included two extended attributes, a Boolean value indicating whether or not the
business rules should be used and an integer value corresponding to the maximum session duration
in seconds. If the Boolean value is TRUE, the integer value representing the session duration is used
to terminate sessions when they exceed the speciCed limit. SpeciCcally, the truncation is performed
immediately upon the packet’s arrival in the queue module and prior to any servicing of the packet.
This does not truly mimic the actual operation of the session limits, because there is no way to
accurately predict the intentions of an individual caller, but it yields accurate results and creates
e;cient simulations.

Additional modiCcations to the model include altering the process model code to reNect some
probability that users who are prematurely disconnected will immediately try to reconnect to the
pool. Two commonly used tra;c engineering techniques are commonly employed to model networks
without queuing—the Erlang B and Extended Erlang B (EEB) techniques [26]. Erlang B assumes
that blocked calls do not retry the system. The EEB, developed by Jewett and Shrago in 1975, is
the appropriate technique when some portion of blocked callers immediately retries to connect to
the system. Although our model does not consider redials if the initial call is blocked, the model
does incorporate a probability of redialing if the existing call is truncated. A Now chart describing
the general modeling process is presented in Fig. 2.
As mentioned previously, immediate redials associated with blocked calls are not explicitly ac-

counted for in this model. The model described in this paper utilizes a modiCed Erlang B technique,
but does not actually employ the EEB technique. That is, if a call is blocked it is not immediately re-
tried based on some probability. However, it is commonly accepted among many telecommunications
professionals that when calls are initially blocked, some unknown percentage of callers immediately
tries to reconnect [19,11]. Although this model does not directly account for potential redials with
respect to initially blocked calls, the interarrival estimate provided by CNS implicitly incorporates
this behavior into the estimate [3]. Thus, the model provides a reasonable representation of user
behavior based on the information available to the authors.

The technique employed to generate redials in the case of a truncated session is a modiCed Erlang
B technique. When the source node generates a random length session following an exponential
distribution with a speciCed mean, the length of that session (the original session) is known by
the system. If the original session is truncated, the excess session time is recorded. Excess session
time is equal to the original session time minus the session limit imposed by a particular business
rule. The likelihood that a customer redials immediately after a given session is terminated was
assumed to be directly proportional to the excess session time. The new arrival is generated at
t=current time+15 s. If a customer redials, the new arrival is generated as a function of the initial
arrival time, the session duration, the session limit, the service rate, and a static 15-s time interval
designed to capture the actual time required reconnecting to the network.

If the call back is successful, the new session duration is equal to the excess session time from
the original session. This process is repeated if the session is truncated multiple times. It is more
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Source generates packets (calls) with arrival rate and
length exponentially distributed around a mean of 0.75

seconds and 1500 bits, respectively

Service rate of queue is set to 1 bit per second

Packet (call) arrives at queue (modem bank)

modem
available

yes

no Call
Blocked

service time >
session limit?

yes

Service
Call

yes

Calculate % Truncated = (service time
- session limit) / original service time

no

Nr <= %
Truncated

Service call up to session limit

Generate random number (Nr)
between  0 and 100, inclusive

Remainder
of call

dropped

no

Schedule truncated
packet for service

Fig. 2. Overview of modeling process.

likely that a longer original session that is truncated will generate a call back than a shorter original
session that is truncated. For example, if the original session is 7 h (25; 200 s) and a 2-h session
limitation is being imposed (7200 s), the excess session time is 18; 000 s (25,200–7200). The percent
truncated is equal to 71.4 ((18; 000=25; 200) × 100). There is about a 71 percent chance that the
customer will immediately call back to reestablish the session. As the excess session time decreases,
the probability of an immediate call back also decreases.

6. Veri"cation and validation

To verify the accuracy of the model, 10 replications with di7erent random number seeds were
run using the baseline parameter estimates presented earlier without using any business rules in
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e7ect. After analyzing the data, the blocking probability was determined to be 45.14 percent. This
experimental value was then compared to the analytical value obtained using the Erlang B formula
for the M/M/m/m queuing system presented as follows:

pm =
(1=m!)

(
	



)m

1 +
∑m

n=1(1=n!)
(
	



)n : (1)

By letting m = 1100, 
 = 0:000667 calls=s, and 	 = 1:33 calls=s, a blocking probability of 45.06
percent is obtained. This analytical value is very close to the experimental value of 45.14, thus
verifying the accuracy of the model. Additional tests were performed comparing the simulation
output to the analytical blocking probability considering eight separate values for m (the number of
modems). In each case, there was less than a 0.15 percent di7erence between the average blocking
probability obtained from 10 simulation replications and the analytical blocking probability calculated
using the Erlang B formula.

7. Results and discussion

The primary objective of this paper is to examine the impact of implementing session limits on
modem pool performance and compare these results with performance changes brought about by
increasing the number of modems to the pool. Three separate results are presented in this section.
First, the impact of implementing various business rules on the existing system is examined. Second,
the impact associated with changing the number of modems is evaluated. Finally, a hybrid solution
of implementing business rules and increasing the number of modems in the pool is looked at. For
each simulation where business rules were enforced, 10 replications were run using di7erent seeds
for the random number generator. The results represent the average output obtained from those
replications.

7.1. Business rules vs. blocking probability

To model the various business rules, a number of replications were run, each using a di7erent
maximum session limit that represented a separate business rule. Ten separate business rules were
examined. The session length limits range between 0.25 and 8 h. The mean interarrival time was
set to 0:75 s and the mean call duration was set to 1500 s for each of the business-rule scenarios.
A simulation was also run with no limit on the length of the session (no business rules) to serve
as a baseline. The results of these simulations are provided in Fig. 3. Note that to scale the x-axis
in a reasonable manner, the data points for unlimited connection are not shown.

As illustrated in Fig. 3, the e7ect of the session limits on blocking probability levels o7 when the
maximum call limit is greater than 2 h. To explain this one must recall that since the service time
follows an exponential distribution with a mean of 25 min, there are very few calls that actually
last at least 2 h. Given that the standard deviation of an exponential distribution is equal to the
mean of the distribution, the 2-h business rule is greater than three standard deviations from the
mean. Therefore, there is only a very small probability that a session three standard deviations or
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Fig. 3. Impact of call limits (1100 modems).

greater from the mean will occur at all. This is illustrated by integrating the density function for the
exponential distribution as shown below:

P[X ¿
X + 3�X ] =
∫ ∞


X+3�X

	e−	x dx = e−	(
X+3�X );


X + 3�X =
4
	
⇒ P[X ¿
X + 3�X ] ≈ 0:018: (2)

7.2. Number of modems vs. blocking probability

Simulations were run with a di7erent number of modems in the pool to examine the impact of
adding modems to the pool. Nine di7erent scenarios were examined using various capacity levels
between 500 and 2300 modems. As before, the mean interarrival time was set to 0:75 s and the mean
call duration was set to 1500 s. No business rules were employed for these simulations. Blocking
probability is compared to the number of modems in Fig. 4. A more generalized graphic, where
blocking probability is compared to a user-to-modem ratio is presented in Fig. 5.

Both Figs. 4 and 5 show that increasing the number of modems can signiCcantly reduce the block-
ing probability in the pool. Although the service goal of an individual provider may not necessarily
be to completely eliminate blocking, a signiCcant performance improvement is obtained by adding
200 modems. By increasing capacity from 1100 modems to 1300 modems, the blocking probability
may be reduced by over 10 percent during peak hours. If 400 additional modems are added, the
blocking probability may be reduced by over 20 percent. Obviously, there is a tradeo7 between the
cost of adding additional modems to the pool and improving the performance of the pool.

Another relevant result is the blocking probability associated with the various user-to-modem ratios.
Based on the tra;c assumptions presented in this paper, a user-to-modem ratio of 10:1 results in a
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Fig. 4. Impact of number of modems on blocking.
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Fig. 5. Impact of user-to-modem ratio on blocking.

blocking probability of around 50 percent during the peak period. Many ISPs advertise such a ratio
in the context of promoting a high degree of customer service. However, providing a service with
a 50 percent blocking probability is arguably not “good”. Approximately half of the customers who
attempt to connect to the network during the peak period can expect to receive a busy signal. While
the authors do not claim that the tra;c parameters presented in this paper are identical to the tra;c
parameters observed in other dialup networks, it is possible that there are distinct similarities. These
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Fig. 6. Impact of hybrid solution on blocking.

results emphasize the need for appropriate metrics to deCne acceptable service objectives; ISPs could
then advertise their level of compliance with these objectives.

7.3. Hybrid solution vs. blocking probability

To complete the research, the authors examined the potential impacts associated with combining
di7erent business rules with various numbers of modems in the pool. The purpose of this analysis
was to provide some insight into how the impact of the business rules might change if capacity
was also changed, and to compare how e7ective the business rules might be under di7erent con-
ditions. This can also be interpreted as a hybrid solution to the problem. Three di7erent scenarios
were examined for each of the 10 business-rule options described previously. Each of the scenar-
ios employed a di7erent number of modems. The Crst scenario was the baseline scenario of 1100
modems (approximately 9:1 user-to-modem ratio). Next, a scenario utilizing 1300 modems was ex-
amined (approximately 8:1 user-to-modem ratio). Finally, a scenario of 1500 modems was examined
(approximately 7:1 user-to-modem ratio). The results are presented in Fig. 6.

The blocking probability curve for each of the three scenarios follows the same trend observed
earlier. As was the case in the baseline scenario (Fig. 3), the e7ect of the business rules on blocking
probability levels o7 when the maximum call limit is greater than 2 h regardless of the number of
modems used. Upon examining the results, it can be observed that, except for the Crst two cases
(0.25 and 0:5 h), where most sessions are truncated to some degree, the e7ects of the business
rules across the three scenarios follow the same pattern. Adding around 200 modems seemed to
reduce the blocking probability by about 10 percent across all three scenarios. This does not imply
that a 10 percent reduction in blocking probability can be assumed every time 200 modems are
added to the pool—simply that the trend was observed in this particular case using the given tra;c
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parameter assumptions. Further research needs to be conducted to determine the degree to which
the e7ectiveness of adding modems is inNuenced by changes in the interarrival time and session
length.

8. Conclusions

Fully characterizing the performance of a modem pool in terms of level of service and blocking
probability may not be an easy task, due to uncertainties associated with modeling the arrival process
and call duration. By building a simulation model of the modem pool, the performance of the pool can
be examined under di7erent conditions. These simulation results give some insight into how blocking
probability may be impacted by implementing various session limits and by adding modems to the
pool. The simulation results indicate that current performance of the modem pool during the peak
period is relatively poor in terms of blocking probability. During the busiest times of the day, the
blocking probability is approximately 50 percent assuming a user-to-modem ratio of 10:1. However,
the authors were not able to compare the peak-period blocking probabilities estimated in this paper
with other university-a;liated modem pools or private ISPs, because the data were not available
to do so. It is entirely possible that many providers experience a similar or even higher blocking
probability during peak-hour operation than the pool modeled in this paper.

The results described in this paper illustrate that implementing static session limits does not
signiCcantly reduce blocking probability unless the session limit is very short (an hour or less).
Implementing such a business rule might not be popular with users and may result in lost customers.
It is also possible that the e7ectiveness of implementing short session limits may be reduced if users
who are disconnected immediately call back to reestablish the connection. When more reasonable
limits of 2 h or more are enforced, the data show that there is no signiCcant reduction in the blocking
probability given the particular interarrival time and service time assumptions presented in this
paper.

On the other hand, the data show that a signiCcant decrease in the blocking probability could be
obtained by adding additional capacity to the modem pool. Although this approach is more expensive,
the research suggests that it would prove to be much more e7ective in reducing blocking probability
than implementing business rules. Based on past experience at CNS, indicating that there is some
level of induced demand associated with adding capacity, it is unclear how adding modems to the
pool will impact blocking probability in the long term. In the past, users have quickly changed their
behavior when capacity is added to the pool and consequently the reductions in blocking probability
have been very short lived [3].

In more general terms, implementing business rules that limit the duration of a given session
seems to have a very limited impact in reducing blocking probability for longer session limits. This
result is intuitive when an exponential service time distribution is considered. The e7ectiveness of
various session limits may change if di7erent distributional assumptions or parameter estimates are
considered. The 2-h limitation discussed in this paper is very much a function of the particular
service time data utilized in this study. If the mean service time were larger, we might expect longer
business rules to be more e7ective in reducing the probability of blocking. Session limits may or
may not be more e7ective if the empirical service time distribution were modeled more accurately.
It is important to note that since campus modem pools service a fairly homogenous population,
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ISPs may Cnd business rules much more or less e7ective in reducing the probability of blocking
across a heterogeneous population. The Crst step in conducting any sort of analysis is to accurately
characterize user behavior within the pool with respect to interarrival times and service times.

Based on the simulation results, there is no reason to associate a user-to-modem ratio of 10:1
or greater with a high level of customer service. Although there is no standard deCnition of what
constitutes “good” customer service, obtaining a 50 percent blocking probability, where half of the
customers receive a busy signal whenever they attempt to connect to the network during peak periods,
cannot be considered acceptable to most customers. Individual service providers must weigh the
possible trade-o7 between providing poorer quality service during peak hours of operation and having
unused capacity during o7-peak hours when considering capacity upgrades. Since the probability of
blocking increases as the mean interarrival time decreases, blocking will tend to be lower during
o7-peak hours when the arrival rate decreases. The decision of whether or not to add capacity and
how much to add is very much a function of the duration of the peak period, the currently level of
blocking, and characteristics of the particular customer base being serviced.

The authors recognize that there is considerable work that should be done to further study
this problem. Using actual data to drive the source module would give a more accurate model
rather than simply using a Markovian assumption. Also, more sophisticated business rules as
described in Section 1 could be investigated if so desired. Additional modiCcations to the model can
be included to model the EEB technique. Finally, it should be expected that the users’ behavior
such as call duration and the interarrival rate might change over time, as the university com-
munity becomes even more active with the Internet. CNS implemented a 2-h static session limit
during the fall 1999 academic semester and continues to utilize this business rule in an e7ort to
reduce congestion within the pool. Although they have experienced a reduction in the number of
complaints attributed to high blocking, there is not a measurable beneCt attributed to the implementa-
tion of this business rule since capacity has also been increased. Furthermore, it is hypothesized that
VTMP tra;c parameters have changed since this analysis was Crst conducted. It is accurate to state
that the decision to implement the 2-h session limit is at least partially attributed to the Cndings
presented in this paper as well as on the Cndings discovered during the initial modem pool tra;c
characterization.
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